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Agenda

• What is IPv6?

• Why use it?

• What was added in IBM i 6.1 and 7.1 ?

• Configuring IPv6 in IBM i 6.1 and beyond

• Updating your applications to support IPv6
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IPv6 Overview
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What is IPv6 ?

• IPv6 is the follow on to the current Internet Protocol, IPv4
– Based on new IETF standards
– Not backward compatible to IPv4
– Migration techniques to/from IPv4 are defined

• IPv6 expands the number of addresses available  
– IPv4 has 32 bit addresses – the majority of which have already been assigned
– Exhaustion of the IPv4 unallocated address pool predicted in 2011 - 2012 *
– Additional addresses cannot be retrofitted into IPv4

• IPv6 provides other secondary improvements
– Facilities for automatic configuration
– Improved support for site renumbering
– End to end IP security
– Mobility with route optimization (important for wireless)
– Miscellaneous minor improvements

IPv4 Address:
9.67.122.66

IPv6 Address:
::FFFF:0943:7A42migrates to 

* Reference:  http://www.potaroo.net/tools/ipv4/index.html
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IPv6 Addresses

• Address space is 128 bits
– (notice the huge difference here…)           4,294,967,296 IPv4 addresses (32 bits)

– 340,282,366,920,938,463,463,374,607,431,768,211,456 IPv6 addresses (128 bits)

– Allows for: 430,381,032,076,568,144,027 addresses per in2 of the Earth!

• Upper 64 bits normally used for routing and “network addressing”

• Lower 64 bits typically identify the host on the target link 
– Interface identifier (IID), often derived from IEEE identifier (i.e., MAC address)

Network Prefix
(n bits)

Subnet ID
(64-n bits)

Interface Identifier (IID)
(64 bits)

IPv6 Address (128 bits)
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IPv6 Addresses: Textual representation

• IPv4 – represented as dotted decimal strings:   127.0.0.1

• IPv6 – represented as 8 blocks of four hex digits (16 bits), separated by colons:   
2001 : 0DB8 : 0000 : 0000 : 0000 : 09FF : FEF7 : 62DC

• Two colons in a row can be used to denote one or more sets of zeroes, usually 
between the prefix and the interface ID.  Leading 0’s on a block can be dropped:

2001 : DB8 :: 9FF : FEF7 : 62DC

• Length of the prefix can vary.  Indicated after slash at the end of the address:
2001 : DB8 :: 9FF : FEF7 : 62DC /64

• Prefix can also be represented as if the interface ID bits are all zero:
2001 : DB8 :: /64

• IPv6 prefix for link local addresses: FE80:: / 10 

• IPv6 loopback address: ::1

• IPv4-mapped IPv6 address: ::FFFF: a . b . c . d  ie: ::FFFF:10.1.1.4
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IPv6 Stateless Address Autoconfiguration

• Link-local address configured when 
an interface is enabled

– Allows immediate communication with 
devices on the local link

– Well-known prefix combined with locally-
generated 64-bit interface ID

• Address configuration without 
separate DHCP server

– Router is the server, advertising address 
configuration information via Routing 
Advertisements 

– RA advertises 64-bit prefixes
– Address formed by combining routing prefix 

with interface ID

Router

Host BHost A

Host DHost C

Router
Advertisement

Router
Advertisement
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Backbone ISPs

Regional ISPs

Local ISPs

Large corporations and 
universities

AT&T, MCI, GTE, BT, etc.

• Rapid growth of the Internet
– China talked of rolling out ~1 billion Internet nodes, starting with 

a 320 million student educational network
– Asia/Pacific, Africa, and to a lesser extent Europe, missed out 

on the early IPv4 address allocations 

• Growing need for IP addresses
– Multiple addresses per person
– Internet access from anywhere 

• Office, home, car, plane, etc
– Pervasive computing

• Government Support
– US DoD mandates support of IPv6
– Wide-scale IPv6 promotion underway in Japan, Korea, and 

Taiwan
– European Commission (EC) encourages IPv6 research, 

education, and adoption in member countries

• Convergence of voice, video and data on IP
– Need for reliable and scalable architecture
– “Always-on” connections

• Security holes with NATs
– Sufficient addresses to support end-to-end connectivity

Why is IPv6 needed ?
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When IPv4 Runs Out
• Here the exhaustion 

point is the date where 
the first RIR has 
exhausted its available 
pool of addresses, and 
no further numbers are 
available in the IANA 
unallocated pool to 
replenish the RIR's pool. 
The data available 
suggests a best fit 
predictive model where 
this will occur on 29-
APR-2012. 

• A related prediction is 
the exhaustion of the 
IANA unallocated 
number pool, which this 
model predicts will occur 
on 20-SEP-2011. 

• Current projection (as of May 2010)

• From http://www.potaroo.net/tools/ipv4/
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IPv4 and IPv6 - Coexistence

• As IPv6 continues to gain in popularity …
– new deployments of IPv4 networks will decrease
– but IPv4 will effectively never ‘go away’

• Peaceful coexistence between IPv4 and IPv6 is essential:
– Networks/routers must support both IPv4 and IPv6 traffic
– DNS must be updated to include IPv6 addresses

• Interoperability:
– New IPv6 clients will need to communicate with IPv4 servers
– IPv4 clients will need to be able to communicate with new IPv6 servers

• Application Updates:
– Existing TCP/IP applications can remain “as-is” and support IPv4 only or be 

updated to include IPv6 support / exploitation
– New TCP/IP applications can be designed to: support IPv4 only, support IPv6 only, 

be transparent of the IP version, or exploit IPv6 capabilities
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What was added in IBM i 6.1 ?

IBM Power Systems

© 2010 IBM Corporation
12

IPv6 Support in V5R2 / V5R3/ V5R4

• Initial IPv6 support:
– “Application Development Platform”

• Supported over:
– Loopback 
– Dedicated Ethernet adapter
– Tunnels - IPv6 over IPv4

• Only 2838 or 2849 Ethernet adapters (no others)
• IPv6 could be enabled on only a single adapter
• Fragmentation was not supported
• Multicast was not supported
• Only configurable using the GUI
• Few IPv6-enabled applications



IBM Power Systems

© 2010 IBM Corporation
13

Then Came V5R4…

• V5R4 IPv6 support is: “Production Ready”
• Supported over:

– Loopback
– All Ethernet adapters (10/100 MB, 1 GB, and 10 GB)
– Virtual Ethernet between partitions

• Multiple Ethernet adapters may be enabled for IPv6
• Adapter Sharing:

– IPv4, IPv6, and PPPoE can all be used on same adapter

• Multicast is now fully supported
• Fragmentation is now fully supported
• Complete support of:  

– RFC3494: Basic Socket Extensions for IPv6
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IPv6 in IBM i 6.1 - New!

• CL commands to configure IPv6
– NETSTAT *IFC6, *RTE6, 

*CNN6
– STR/ENDTCPIFC
– Special Stateless placeholder 

address
• Ability to use System i5 

Navigator over an IPv6 network
• IPSec / VPNs over IPv6

 Packet filtering
• Virtual IP Addresses with IPv6 
• Ability to communicate with DNS 

over an IPv6 network
• Local host table support for IPv6 

host names

MLDv2 & IGMPv3 (Source-
specific multicast)

• Advanced Socket API support: 
multicast and ancillary data

 Path MTU discovery

Mobility (correspondent node) 
support

 Privacy extensions for stateless 
addresses

• Additional Applications 

– Telnet

– FTP
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IPv6 Enabled Applications as of i 6.1 and i 7.1

 TELNET
 FTP
 VPN server
 TRCTCPAPP and TRCCNN
 System i Access Servers (“Host Servers”)
 QFileSvr.400
 NetServer
 QNTC file system 
 Host File Server (PWFS) and Logical File 

System (P0L)
 System i Access Clients (Windows / Linux / 

Web)
- Including System i Navigator

 Server Management Subsystem Routing
 OSPF

 Domain Name Server (DNS)
 Apache HTTP Server
 Backup Recovery and Media Services 

(BRMS)
 REXEC server and RUNRMTCMD client 
 File Server 
 Lotus Workplace
 Network File System (NFS)
 Post Office Protocol (POP)
 LPR & LPD
 Enterprise Extender
 Remote Journal
 IBM i 7.1 
 Internet Systems Consortium (ISC) 

DHCP (will not be supported in the IBM i 
DHCP server)

 Simple Network Management Protocol 
(SNMP)
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Configuring IPv6 in IBM i 6.1
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Enabling IPv6

• V5R2 / V5R3:
– IPv6 had to be configured using the GUI.  Until this was done, 

IPv6 was not active.  

• V5R4:
– IPv6 is automatically enabled/activated by default:

• STRTCP  STRIP6(*YES)

– In order to enable IPv6 on other Ethernet adapters, System i 
Navigator needs to be used.

• V6R1
– Still started automatically, but can be configured using CL commands and 

through System i Navigator
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IPv6 Interfaces - by default

IPv6 loopback interface will automatically be 
created by default.
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Configuring IPv6 Stateless Address Autoconfig
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Configuring IPv6 Stateless Address Autoconfig
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Starting IPv6 Stateless Address Autoconfig
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IPv6 Interfaces – after IPv6 autoconfig
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Create a new IPv6 Interface
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New IPv6 Interface - Type
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New IPv6 Interface - Resource
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New IPv6 Interface - Attributes
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New IPv6 Interface - Start
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New IPv6 Interface - Summary
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IPv6 Interfaces – New Interface Added
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Configuring IPv6 using CL Commands

• Basic: Stateless Address Auto-Configuration

– ADDTCPIFC INTNETADR(*IP6SAC) LIND(ETHLINE)

– CHGTCPIFC INTNETADR(*IP6SAC) LIND(ETHLINE) DADMAXTRN(2) 

– ENDTCPIFC INTNETADR(*IP6SAC) LIND(ETHLINE)

– RMVTCPIFC INTNETADR(*IP6SAC) LIND(ETHLINE)

• Adding IPv6 Addresses Manually

– ADDTCPIFC INTNETADR('1ffe:31::12:34:56:78') LIND(ETHLINE) 
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Privacy Extensions

• Randomly-generated “private” IPv6 address

• Can’t be guessed

• Relatively short lifetime, then new address generated

• Configured when enabling or changing SAAC
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Privacy Extensions
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Privacy Extensions – After Lifetime Expires
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Virtual IPv6 Addresses

• Customer requirement

• Used for fault tolerance
– “float” from one line to another if failure 

occurs
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More IPv6 CL Commands

• Adding Privacy Extensions
– CHGTCPIFC INTNETADR(*IP6SAC) LIND(ETHLINE) PVYEXN(*YES)

» Or

– ADDTCPIFC INTNETADR(*IP6SAC) LIND(ETHLINE) PVYEXN(*YES) 

• Changing Privacy Address Lifetimes:
– CHGTCPA IP6TMPAVL(10.0) IP6TMPAPL(8) 

• Adding a Virtual IPv6 Address
– ADDTCPIFC INTNETADR('1ffe:31::12:34:56:78') LIND(*VIRTUALIP) 
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IPv6 & DNS

• Can ask DNS for IPv6 Records

• Can also put IPv6 addresses into the Local Host Table
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Updating your applications to 
support IPv6
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Socket Address Families

IPv6, ICMPv6SOCK_RAW

UDPSOCK_DGRAM

TCPSOCK_STREAMAF_INET6

IP, ICMPSOCK_RAW

UDPSOCK_DGRAM

TCPSOCK_STREAMAF_INET

ProtocolTypeAddress Family
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TCP/IP Communications (Dual Stack)

UDP 
Transport

TCP/IP Application

Sockets API
MI

IPv4

RAW 
Transport

AF_INET

TCP6 
Transport

UDP6 
Transport

RAW6
Transport

AF_INET6

IPv6

Ethernet, Virtual Ethernet
Physical Data Link Layer

Transport Layer

Network Layer

Application Layer

TCP 
Transport
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IPv6 Enabled Server

• An IPv6-enabled application can communicate to both IPv4 and IPv6 peers
– A single AF_INET6 socket bound to in6addr_any can receive incoming connection request 

from both IPv4 and IPv6 clients

– IPv4 packets from the IPv4 client  …and… IPv6 packets from the IPv6 client

– IPv4-mapped IPv6 address is used to indicate that the client in running IPv4 
• For example, 9.67.128.1 would be represented as ::FFFF:9.67.128.1

– No changes need to be made to the client application

IPv6 Server 

TCP

IPv4 IPv6

IPv4 Client

TCP

IPv4

IPv6 Client

TCP

IPv6

IPv4 Packets IPv6 Packets

::FFFF:9.67.128.1 2001:DB8::1

2001:DB8::19.67.128.1
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Converting application from IPv4 over to IPv6

“127.0.0.1” for IPv4 is now “::1” for IPv6in6addr_loopbackINADDR_LOOPBACKLoopback address

IPv6 addresses require more space to be entered / 
displayed.  Green screens / GUI may need to be adjusted.

Colon separated 
hexadecimal

Dotted decimalTextual Representation

Allows communication with both IPv4 and IPv6 peers as 
long as the IPV6_V6ONLY option has NOT been enabled

in6addr_anyINADDR_ANYWildcard address

Large enough to accommodate all supported protocol-
specific address structures; use when allocating storage

sockaddr_storagesockaddrGeneric address structure

Holds the 128 bit IPv6 addressin6_addrin_addrIP address structure

Larger – 28 bytes instead of 16.  Holds the 128 bit IPv6 
address plus flow label and scope ID

sockaddr_in6sockaddr_inSocket address structure

Used on socket() call and in the sockaddr structureAF_INET6AF_INETAddress family

CommentsIPv6IPv4Feature
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Address conversion and translation

Translates an IP address string to the binary network format.  Can be used 
with IPv4 or IPv6 addresses

inet_pton()inet_addr()

Translates IP address from the binary network format to printable format.  
Can be used with IPv4 or IPv6 addresses.

inet_ntop()inet_ntoa()

getnameinfo() can be used to translate IPv4 and IPv6 addresses to the 
corresponding host name.  It can also be used with service names. 

getnameinfo()
gethostbyaddr()

getservbyport()

getaddrinfo() can be used to retrieve IPv6 addresses, IPv4 addresses, or 
both for the specified host name. It can also be used with service names.

Storage returned by getaddrinfo() needs to be explicitly freed by using 
freeaddrinfo() 

getaddrinfo()

freeaddrinfo()

gethostbyname()

getservbyname()

CommentsProtocol IndependentIPv4
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JavaTM programming considerations

• Java 1.4 and later include support for IPv6
– Inet4Address and Inet6Address are subclasses of InetAddress

• Many of the changes to exploit IPv6 are automatically handled if the 
InetAddress class is used

– Using AF_INET6 sockets

– Invoking the new name to address translation routines

• The following environment variables may need to be specified when 
building Java application

– Djava.net.preferIPv6Addresses=true

– Djava.net.preferIPv4Stack=false

• Other possible impacts to Java applications
– The textual form for IPv6 addresses are substantially longer and uses a different 

format than IPv4 addresses

– The longer address format may affect GUIs
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Summary
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Summary

• Depletion of IPv4 addresses is driving the need for IPv6

• IPv6 contains significant benefits over IPv4
– Increased address space, improved auto-configuration, etc.

• While IPv6 is an evolution of IPv4, it is incompatible 
– Routers need to be updated to support IPv6
– DNS needs to be updated to contain IPv6 addresses
– Applications must be updated to support IPv6

• V6R1 added a lot of new IPv6 features!
– Additional IPv6 support will be provided in future releases
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Appendix A:

Additional IPv6 Details
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Who was 
here first?

Why has deployment been slow ?

• Economic slowdown has slowed growth and spending
– Network infrastructure vendors are not introducing new products quickly
– Service providers are not upgrading and expanding networks

• IPv6 upgrades to network infrastructure are expensive
– IPv6 routing performance requires hardware upgrades
– New technology requires staff training
– New code/additional complexity will cause added support burdens
– No current revenue stream to justify the costs

• Major technology markets are comfortable with IPv4
– US and Europe have (relatively) many IPv4 addresses
– Address shortages have been mitigated by the use of NAT

• Benefits of IPv6 are not widely understood or not compelling
– Desire that it solves more problems (e.g., multihoming)

• Need critical mass of IPv6 peers for tangible benefits
– Chicken and egg problem; limited incentive for legacy IPv4 sites
– Deployments of new devices and associated new infrastructure do not have these constraints

• ISPs will not move until pressured to do so by customers
– Potential for rapid adoption when critical mass is reached
– Applications + Middleware + Infrastructure (OS, routers) 
– A few big customers will show the way
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IPv6 header format

• 40-byte IPv6 header
– 20 bytes for IPv4

– 16-byte IPv6 vs. 4-byte IPv4 address

• No IPv6 header checksum
– End-to-end (e.g. TCP, UDP) checksum 

more appropriate

• “Next header” facility for chained 
extension headers

– Extensions headers used for routing, 
security, options

– Fragmentation requires an extension 
header

• Flow label field (no IPv4 counterpart)
– Minimizes need to parse through extension 

headers for upper layer ports

– Potential long-term benefit, no proposed 
usage today
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Benefits of IPv6 header format simplification

• Fixed size of IPv6 header
– Allows optimization of IPv6 header processing
– IPv4 headers are potentially variable in length

• Fewer fields in basic header, allowing faster processing of basic packets

• Efficient option processing
– Option fields processed only when present
– Extensions headers are processed only by the destination - the only exception is the Hop-by-Hop Options header

• Elimination of IP checksum
– Data links are more reliable these days, and often include their own checksums
– Upper layers (TCP, UDP, ICMP) checksums are now mandatory

• No fragmentation in the network
– Easier to implement in silicon
– Layer 3 switching is easier

IPv6 Header
Next Header = UDP

UDP Header + 
UDP Data

UDP Header + 
UDP Data

IPv6 Header
Next Header = Routing

Routing Header
Next Header = UDP

IPv6 Header
Next Header = Routing

Routing Header
Next Header = Fragment

Fragment Header
Next Header = UDP

UDP Header + 
UDP Data

Headers are placed between the 
IPv6 header and the upper-layer 
header in a packet

Each extension header is 
identified by a Next Header value

IPv6 packets may carry zero, one,
or more extension headers
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IPv6 Neighbor Discovery

• Router Discovery
– Router Solicitations and Router Advertisements used to find and 

keep track of neighboring routers

– Includes additional information for IP stack configuration

• Address Resolution
– Neighbor Solicitations and Neighbor Advertisements perform address 

resolution (i.e., ARP functions)

• Neighbor Unreachability Detection (NUD)
– Keep track of reachability of neighbors

– If path to router fails, switch to another router before TCP timeouts
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IPv6 Stateless Address Autoconfiguration

• Link-local address configured when 
an interface is enabled

– Allows immediate communication with 
devices on the local link

– Well-known prefix combined with locally-
generated 64-bit interface ID

• Address configuration without 
separate DHCP server

– Router is the server, advertising address 
configuration information via Routing 
Advertisements 

– RA advertises 64-bit prefixes
– Address formed by combining routing prefix 

with interface ID

Router

Host BHost A

Host DHost C

Router
Advertisement

Router
Advertisement
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IPv6 Communications Trace

Record       Data      Record                       Destination Source        Frame                                           
Number  S/R  Length    Timer                        MAC Address MAC Address   Format                                          
------ --- ------ ------------ ------------ ------------ ------

1   S      304    17:33:59.808                 000629DCC343 000255093A90   ETHV2  Type: 86DD                              
IPv6 Data:  Ver: 06 Traffic Class: 00            Flow Label: 000000                  

Payload Length:   264       Next Header: 3A,ICMPv6 Hop Limit:    64                    
Src Addr:   fe80::202:55ff:fe09:3a90                                    
Dest Addr:  fe80::206:29ff:fedc:c343

IPv6 Header:  6000000001083A40FE80000000000000020255FFFE093A90FE80000000000000                              
020629FFFEDCC343            

ICMPv6 Data:  Type:  80                    Code:  00                    Checksum: 593D                      
Identifier:   8663          SEQ Number:  24577                                      

ICMPv6 Type:  Echo Request Message                                         
ICMPv6  Hdr:  8000593D21D76001                                             

Data . . . . . :  3D6C0C67000C01280A0A0A0A0A0A0A0A0A0A0A0A0A0A0A0A0A0A0A0A0A0A0A0A       *.%.............................
0A0A0A0A0A0A                         *......                       

* * * * * * * * * * * * * *     218  BYTES OF DATA NOT TRACED  * * * * * * * * * * * * * *      

STRCMNTRC CFGOBJ(ETHLINE) CFGTYPE(*LIN)
.........
ENDCMNTRC CFGOBJ(ETHLINE) CFGTYPE(*LIN)
DMPCMNTRC CFGOBJ(ETHLINE) CFGTYPE(*LIN) TOSTMF(‘ipv6ping.trc')
PRTCMNTRC FROMSTMF(‘ipv6ping.trc') CFGTYPE(*LIN) FMTTCP(*YES)
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Appendix B:

IPv4 vs IPv6 Comparison
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IPv4 IPv6

IPv4 vs IPv6 addresses

Used to designate the subnet prefix of an address.  Written as /nnn
(up to 3 decimal digits, 0 <= nnn <= 128) suffix after the print form.   
An example is  fe80::982:2a5c/10, where the first 10 bits are the 
prefix

Sometimes used to designate network from host portion.  
Sometimes written as /nn suffix on presentation form of 
address

address prefix

Not used (see next item)Used to designate network from host portionaddress mask

xxxx:xxxx:xxxx:xxxx:xxxx:xxxx:xxxx:xxxx, where each x is a 
hexadecimal digit, representing 4 bits.  Leading 0's may be omitted.  
Maximum storage needed for text form is 46.  The special notation 
'::' may be used once to designate any number of 0 bits

nnn.nnn.nnn.nnn, where 0<=nnn<=255, and each n is a 
decimal digit.  Leading 0's may be omitted.   Maximum print 
characters is 15, not counting a mask

text form of address

128 bits long (16 bytes).   Basic architecture is 64 bits for subnet 
prefix & 64 bits for interface identifier.  Often, the host portion of an 
IPv6 address (or part of it) will be a MAC address or other interface 
identifier.  Number of addresses is much, much larger

32 bits long (4 bytes).  Has network & host portion that 
depend on address class.  Various address classes are 
defined; A, B, C, D or E depending on initial few bits.  The 
number of IPv4 addresses is 4,294,967,296

address
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IPv4 IPv6

IPv4 vs IPv6 addresses (continued....)

IPv6 addresses have two lifetimes: preferred and valid, with preferred always 
less than or equal to valid.  After the preferred lifetime expires, the address is 
not to be used as a source IP address.  After the valid lifetime expires, the 
address is not used (recognized) as a valid destination IP address for incoming 
packets.  Some IPv6 addresses have, by definition, infinite preferred and valid 
lifetimes;  for example link-local addresses

Generally, not an applicable concept, except for 
addresses assigned via DHCP

address lifetime

Unicast, multicast (see igmp) & anycast. Anycast is essentially new for IPv6; a 
packet is sent to any one (the nearest) of a set of nodes supporting a given 
anycast address.  IPv6 uses multicast for neighbor discovery

Unicast, multicast (see igmp) and broadcast (see arp)address types

Defined as :: (128 0 bits).  It is used as source IP in some neighbor discovery 
packets and various other contexts, like sockets.  (For IPv6, its 'in6addr_any'.)

Apparently, not defined, as such. Sockets uses 0.0.0.0 
as INADDR_ANY

unspecified address

The concept is the same as in IPv4. The single loopback IPv6 address is ::1 
(127 '0' bits, then 1 '1' bit)

A interface with address of 127.*.*.* (typically 
127.0.0.1) that can only be used by a node to send 
packets to itself

loopback address
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IPv4 IPv6

IPv4 vs IPv6 addresses (continued....)

Still in the early stages.  The IETF and IAB have recommended that 
essentially every organization, home, etc. be allocated a /48 (see 
RFC3177).  This would leave 16 bits for the organization to do subnetting.  
The address space is large enough to give every person on the planet 
their own /48 address!

Originally, addresses were allocated by network class.  As address 
space depleted, smaller allocations using CIDR were made.  
Including single addresses, behind which people have put large 
private networks, 'hidden' by NAT gateways.  Allocation has not 
been balanced; i.e. Stanford U. has more IPv4 addresses than 
China

address allocation

IPv6 has a analogous concept, but with important differences; addresses 
are 'public' or 'temporary' (see RFC3041).  Unlike IPv4's private 
addresses, temporary addresses are globally routable.  The motivation is 
also different; IPv6 has the notion of limited address scope via its 
architected scope designations.  Temporary addresses have limited 
lifetime, and do not contain an interface identifier that is a line (MAC) 
address

All IPv4 addresses are public, except for three address ranges that 
have been designated as private by IETF RFC1918; 10.*.*.* (10/8),  
172.16.0.0 thru 172.31.255.255 (172.16/12) and 192.168.*.* 
(192.168/16).  Private address domains are commonly used within 
organizations.  Private addresses are not routable across the 
Internet

public & private 
addresses

In IPv6, address scope is part of the architecture.  Unicast addresses 
have two defined scopes (link-local and global), and multicast addresses 
have 14 scopes.  Default address selection for both source and 
destination takes scope into account

For unicast addresses, the concept does not apply.   There are 
designated 'private' address ranges (networks -- see 'public & 
private addresses' entry in this table), and loopback.  Outside of 
that, addresses are assumed to be global

address scope
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IPv4 IPv6

Interfaces and Link Types

Configuration is optional, depending on functions required.  IPv6 and the 
loopback interface are automatically defined and enabled when TCP/IP 
is started.  Additional IPv6 Ethernet interfaces must be configured with 
System i5 Navigator

Configuration must be done on newly installed system before it can 
communicate; IP addresses & routes must be assigned

Configuration

Same as IPv4.  No new parameters or CL commands to start or stop.  
An IPv6 interface can be automatically started with AUTOSTART 
parameter.  Additional IPv6 interfaces (besides loopback) need to be 
configured with System i5 Navigator.

Use STRTCP and ENDTCPstarting and stopping

IPv6 has the same concept.  All 10/100 MB, 1GB , or 10GB Ethernet 
adapters are supported and are sharable with IPv4

Used by an IP interface to 'get' to the physical network.   Many
types exist; Token Ring, Ethernet, PPP, FDDI, etc..   Sometimes 
referred to as the 'physical interface', link, or line

LAN connection

(link types)

Closely analogous to IPv4, with attribute differences; an IPv6 interface 
has an IPv6 address, lifetime, etc..   Interfaces can be started & stopped 
independently of each other using netstat

The conceptual or logical entity used by TCP/IP to send / receive 
packets, always closely associated with an IPv4 address.   
Sometimes referred to as a 'logical interface'.   Can be started / 
stopped independently of each other and TCP/IP via STRTCPIFC 
& ENDTCPIFC CL commands and netstat

interface
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IP Datagrams

For IPv6, fragmentation can only occur at the source node and reassembly is 
only done at the destination node.  The fragmentation extension header is used 
for this function

When a packet is too big for next link over which it is to 
travel, it can be fragmented by the sender (host or router)

fragmentation

The type of header immediately following the IPv6 header.  Uses the same 
values as the IPv4 protocol field,  but the architectural effect is to allow a 
currently defined range of next headers and to be easily extended. Currently, the 
next header will be a transport header, an extension header, or ICMP6

The protocol code of the transport layer, or packet 
payload (i.e. icmp).

ip header protocol byte

Fixed length, 40 bytes.  There are no IP header options. The IPv6 header is 
simpler than IPv4 header.  The IPv6 header has no checksum.  IPv6 adds 
optional 'extension headers' such as hop-by-hop, routing, fragment, destination, 
IPSec

Variable length, 20-60 bytes, depending on IP options 
present.  Includes a checksum

ip header
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Packet Routing

For IPv6, tunneling in IPv4 packets is expected to be a major part of its 
evolution.  It allows IPv6 nodes to communicate across the existing 
(IPv4) Internet.  Currently at least 5 different types of 6-in-4 tunneling are 
defined by IETF, each with different attributes and advantages. In v5r4, 
i5/OS no longer supports tunnels

In IPv4, tunneling occurs in VPN for tunnel-mode VPN 
connections (IPv4 tunneled in IPv4) and in L2TP

packet tunneling

Not currently supported in i5/OSi5/OS can be configured to forward IP packets it receives for non-
local IP addresses.   Typically, the inbound interface and 
outbound interface are connected to different LAN's

packet forwarding

Conceptually, the same as IPv4.  One important difference: IPv6 routes 
are associated (bound) to a physical interface (a line, e.g. ETH01) rather 
than an interface (like IPv4).  There are various reasons for this -- one is 
that source IPv6 address selection for IPv6 is very different than for 
IPv4.  Routing configuration for a host is typically minimal or nonexistent, 
because the host will automatically create default route(s), based on on-
link IPv6 routers.  Duplicate routes are allowed

Logically, a mapping of a set of an IP addresses (may contain 
only 1) to a physical interface (line) that will be used to send the 
packet, and a single 'next hop' IP address.  IP packets whose 
destination address is in the set ('route destination address') are 
forwarded to the next hop, via the line.  IPv4 routes are 
associated with an IPv4 interface (via 'preferred binding interface' 
parameter, hence, an IPv4 address.  The default route is 
*DFTROUTE

route
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Protocols

For IPv6, ports work the same as IPv4.  And because  these are in a new 
address family, there are now four separate port spaces.  For example, 
there are two TCP port 80s that an application can bind to; one in AF_INET 
and one in AF_INET6

TCP and UDP have separate port spaces, each identified by 
port numbers in the range 1-65535.

ports

Same three transports exist and are functionally unchanged for IPv6.   The 
application interface to the IPv6 transports is AF_INET6 sockets

TCP, UDP, and RAWtransport layers

Replaced by MLD (multicast listener discovery) protocol for IPv6.  Does 
essentially what IGMP does for IPv4, but uses icmp6 protocol, by adding a 
few MLD-specific icmp6 type values

Internet Group Management Protocol -- used by IPv4 routers to 
find hosts that want traffic for a particular multicast group, and 
by IPv4 hosts to inform IPv4 routers of existing multicast group
listeners (on the host)

igmp

IPv6 embeds these functions within IP itself, as part of ICMP6 and 
algorithms called 'stateless address autoconfiguration' and 'neighbor 
discovery'.  (Hence, there is no such thing as 'ARP6'.)

Address Resolution Protocol -- used by IPv4 to find a physical 
address (e.g. MAC or link address) associated with a IPv4 
address

arp

Similarly for IPv6, with a few changes: icmp6.   Basic error types remain 
(dest unreachable, echo request and reply, etc.) and new types & codes 
are added to support neighbor discovery, MLD, mobility, and other 
functions

Internet Control Message Protocol -- used by IPv4 to 
communicate network information

icmp
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